
Unbiased Implicit Variational Inference
Michalis K. Titsias* Francisco J. R. Ruiz†‡

*Athens University of Economics and Business †University of Cambridge ‡Columbia University

Summary

• Goal: Expand the flexibility of variational
approximations through an expressive distribution

• We use an implicit variational distribution obtained
in a hierarchical manner

• We develop UIVI, a method to obtain unbiased
Monte Carlo estimates of the gradient of the ELBO

• The variational parameters are the parameters of a
neural network

• Experiments: Bayesian multinomial logistic
regression

Introduction

• Probabilistic model p(x, z) (data x, latent variables z)
• Variational inference (VI) approximates the posterior

p(z |x) by maximizing the ELBO

L (θ ) = Eqθ(z) [log p(x, z)− log qθ(z)]
• Classical VI:

- Fully factorized distribution qθ(z) (mean-field VI)
- Coordinate-wise ascent
- Limited to a certain class of models

• Goal: Extend the flexibility of qθ(z) using an implicit
distribution

- It is easy to sample from qθ(z)
- It is not possible to evaluate qθ(z)

• Advantages:
- Generic inference for any (differentiable) model
- Expressive distribution (beyond mean-field)

• Method:
- Stochastic optimization of the ELBO

- Obtain estimates of the gradients ∇θL (θ )
• Technical challenge: The entropy term in the ELBO

and its gradient are intractable
- It is not possible to evaluate qθ(z)

• Our approach (UIVI):
- Define the implicit distribution qθ(z) through an infinite

mixture
- Rewrite the gradient of the ELBO as an expectation
- Obtain unbiased estimates of the gradient

• Key ideas:
- Implicit variational distribution
- Use a semi-implicit distribution [Yin & Zhou, 2018]

- Rewrite the gradient as an expectation w.r.t. the reverse
conditional

- Use MCMC initialized at stationarity

Unbiased Implicit Variational Inference

Variational distribution

• The distribution qθ(z) is defined through an
infinite mixture,

ε ∼ q(ε), z∼ qθ(z |ε),
or equivalently

qθ(z) =
∫

qθ(z |ε)q(ε)dε

• The dependence of the conditional qθ(z |ε) on ε is
arbitrarily complex

• We use a deep neural network with parameters θ
that takes ε as input

Assumptions on the conditional qθ(z |ε)

• Reparameterizable distribution

u∼ q(u), z= hθ(u ; ε) ⇐⇒ z∼ qθ(z |ε)
• It is possible to evaluate log qθ(z |ε) and its

gradient w.r.t. z

Examples

1. Gaussian conditional
- The conditional qθ(z |ε) is multivariate Gaussian
- Its parameters are µθ(ε) and Σθ(ε) (given by neural

networks with parameters θ and input ε)
- Reparameterizable

u∼ q(u) =N (u |0, I),
z= hθ(u ; ε) = µθ(ε) +Σθ(ε)

1/2u

- The Gaussian log-density and its gradient are
available,

∇z log qθ(z |ε) = −Σθ(ε)−1 (z−µθ(ε))

2. Reparameterizable exponential family distribution

- The conditional qθ(z |ε) is in the exponential family,

qθ(z |ε)∝ exp{t(z)>ηθ(ε)}.

- The log-density and its gradient are available,

∇z log qθ(z |ε) =∇zt(z)
>ηθ(ε)

Unbiased Implicit VI

• The gradient of the ELBO is

∇θL (θ ) = Eq(ε)q(u)

[
gmod
θ (ε, u) + gent

θ (ε, u)
]
,

where

gmod
θ (ε, u)¬∇z log p(x, z)

∣∣∣∣
z=hθ(u ;ε)

∇θhθ(u ; ε)

gent
θ (ε, u)¬ −∇z log qθ(z)

∣∣∣∣
z=hθ(u ;ε)

∇θhθ(u ; ε)

• The model component can be estimated as in
standard reparameterization

• The entropy component is harder because qθ(z) is
implicit

• Key idea: Rewrite as an expectation

∇z log qθ(z) = Eqθ(ε′ | z)
[
∇z log qθ(z |ε′)

]

Monte Carlo gradient estimator:

gent
θ (εs, us)≈ −∇z log qθ(z |ε′s)∇θhθ(us ; εs)
ε′s ∼ qθ(ε | zs)

• qθ(ε | z) is the reverse conditional

Sampling from the reverse conditional

• Each pair of samples (zs,εs) comes from qθ(z,ε)
• Thus, εs is as a draw from qθ(ε | zs)
• Key idea: To sample from the reverse conditional,

initialize MCMC chain with εs
- No burn-in period required (starts at stationarity)
- Every subsequent sample is a sample from the

reverse conditional
- Discard a few samples to reduce correlation

between ε and ε′

Full algorithm

Unbiased Implicit Variational Inference

Example: Gaussian conditional. Consider the multivari-
ate Gaussian example from Section 2.1. Substituting the
gradient of the Gaussian log-density into Eq. 9, we can write
the entropy component of the gradient as

gent
✓ (", u) = Eq✓("0 | z)

⇥
⌃✓("

0)�1 (z � µ✓("
0))
⇤ ���

z=h✓(u ; ")

⇥r✓h✓(u ; ").

Example: Exponential family conditional. Now con-
sider the more general example of a reparameterizable ex-
ponential family conditional distribution q✓(z | ") with suf-
ficient statistics t(z) and natural parameter3 ⌘✓("),

q✓(z | ") / exp{t(z)>⌘✓(")}. (10)

Substituting the gradientrz log q✓(z | ") into Eq. 9, we can
obtain the entropy component of the gradient for a general
(reparameterizable) exponential family distribution,

gent
✓ (", u) = �rzt(z)>Eq✓("0 | z) [⌘✓("

0)]
���
z=h✓(u ; ")

⇥r✓h✓(u ; ").

2.3 Full Algorithm

���� estimates the gradient of the ���� using Eq. 5, which
decomposes the gradient as the expectation of the sum of
the model component and the entropy component. ���� es-
timates the expectation using S samples from q(") and q(u)
(S = 1 in practice); that is,

r✓L(✓) ⇡ 1

S

SX

s=1

�
gmod
✓ ("s, us) + gent

✓ ("s, us)
�
,

"s ⇠ q("), us ⇠ q(u).

The model component is given in Eq. 6 and the entropy
component is given in Eq. 9. While the model component
can be evaluated (the gradients involved can be obtained
using autodi�erentiation tools), the entropy component is
more challenging because Eq. 9 contains an expectation
with respect to the reverse conditional q✓(" | z). As this ex-
pectation is intractable, ���� forms a Monte Carlo estimator
using samples "0s from the reverse conditional.

The reverse conditional is a complex distribution due to the
complex dependency of the (direct) conditional q✓(z | ") on
the random variable ". Consequently, sampling from the
reverse conditional may be challenging.

���� exploits the fact that the samples "s that generated zs

are also samples from the reverse conditional. This is be-
cause the sampling procedure in Eq. 2 implies that each
pair of samples (zs, "s) comes from the joint q✓(z, "), and

3We ignore the base measure in this definition; if needed it can
be absorbed into t(z).

Algorithm 1 Unbiased implicit variational inference
Input: data x, semi-implicit variational family q✓(z)
Output: variational parameters ✓
Initialize ✓ randomly
for iteration t = 1, 2, . . . , do
# Sample from q:
Sample us ⇠ q(u) and "s ⇠ q(")
Set zs = h✓(us ; "s)
# Sample from reverse conditional:
Sample "0s ⇠ q✓(" | zs) (��� initialized at "s)
# Estimate the gradient:
Compute gmod

✓ ("s, us) (Eq. 6)
Compute gent

✓ ("s, us) (Eq. 9, approximate using "0s)
Compute br✓L = gmod

✓ ("s, us) + gent
✓ ("s, us)

# Take gradient step:
Set ✓  ✓ + ⇢ · br✓L

end for

thus "s can be seen as a draw from the reverse conditional
q✓(" | zs).

Although "s is a valid sample from the reverse conditional,
setting "0s = "s in the estimation of the entropy compo-
nent (Eq. 9) would break the assumption that "0s and "s

are independent. Instead, ���� runs a Markov chain Monte
Carlo (����) method, such as Hamiltonian Monte Carlo
(���) (Neal, 2011), to draw samples from the reverse con-
ditional.4 Crucially, ���� initializes the ���� chain at "s.
In this way, there is no burn-in period in the ���� proce-
dure, in the sense that the sampler starts from stationarity
so that any subsequent ���� draw gives a sample from the
reverse conditional (Robert & Casella, 2005). To reduce
the correlation between the sample "0s and the initialization
value "s, ���� runs more than one ���� iterations and al-
lows for a short burn-in period. (In the experiments of Sec-
tion 4, we use 10 ���� iterations where only the final 5
samples are used to form the Monte Carlo estimate.)

���� then forms an unbiased estimator of the entropy com-
ponent (Eq. 9) using these samples from the reverse condi-
tional,

gent
✓ ("s, us) ⇡ �rz log q✓(z | "0s)r✓h✓(us ; "s),

"0s ⇠ q✓(" | zs), zs = h✓(us ; "s).

The full ���� algorithm is summarized in Algorithm 1. For
simplicity, in the description of the algorithm we assume
one sample "0s for each sample "s; in practice we approxi-
mate each internal expectation under q✓("

0 | zs) with a few
samples, i.e., the final 5 samples from each 10-length ����
run as mentioned above.

4Note that this sampling algorithm does not require to evaluate
the model p(x, z), because the target distribution is q✓(" | zs).

Experiments

Toy experiments

• Synthetic target distributions
• q(ε) is Gaussian
• The variational conditional is Gaussian,

qθ(z |ε) =N (z |µθ(ε), diag (σ))
banana
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Variational autoencoders

• Fitting a VAE on two datasets
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Figure 3. Estimates of the ���� and the test log-likelihood as a function of wall-clock time for the Bayesian multinomial
logistic regression model (Section 4.2). Compared to ���� (red), ���� (blue) achieves a better bound on the marginal
likelihood and has better predictive performance.

Datasets. We use two datasets: (i) the binarized �����
data (Salakhutdinov & Murray, 2008), which contains
50,000 training images and 10,000 test images of hand-
written digits; and (ii) the binarized Fashion-����� data
(Xiao et al., 2017), which contains 60,000 training images
and 10,000 test images of clothing items. We binarize the
Fashion-����� images with a threshold at 0.5. Images in
both datasets are of size 28⇥ 28 pixels.

Variational family. We use the variational family de-
scribed in Section 4.1 with Gaussian prior and Gaussian
conditional. Since the variational distribution is amor-
tized, we let the conditional q✓(zn | "n, xn) depend on the
observation xn, such that the variational distribution is
q✓(zn | xn) =

R
q("n)q✓(zn | "n, xn)d"n. We obtain the

mean of the Gaussian conditional as the output of a neural
network having as inputs both xn and "n. We set the dimen-
sionality of "n to 10 and the width of each the two hidden
layers of the neural network to 200.

For comparisons, we also fit a standard ��� (Kingma &
Welling, 2014). The standard ��� uses an explicit Gaussian
distribution whose mean and covariance are functions of
the input, i.e., q✓(zn | xn) = N (zn | µ✓(xn),⌃✓(xn)). The
mean and covariance are parameterized using two separate
neural networks with the same structure described above,
and the covariance is set to be diagonal. The neural net-
work for the covariance has softplus activations in the out-
put layer, i.e., softplus(x) = log(1 + ex).

Experimental setup. For the generative model p�(xn | zn)
we use a factorized Bernoulli distribution. We use a two-
hidden-layer neural network with 200 hidden units on each
hidden layer, whose sigmoidal outputs define the means
of the Bernoulli distribution. We set the prior p(zn) =

average test log-likelihood
method ����� Fashion-�����

Explicit (standard ���) �98.29 �126.73
���� �97.77 �121.53

���� [this paper] �94.09 �110.72

Table 2. Estimates of the marginal log-likelihood on the test
set for the ��� (Section 4.3). ���� gives better predictive
performance than ����.

N (zn | 0, I) and the dimensionality of zn to 10. We run
400,000 iterations of each method (explicit variational dis-
tribution, ����, and ����), using the same initialization and
a minibatch of size 100. We set the ���� parameter L = 100
so that both ���� and ���� have similar complexity (see
below). We set the learning rate ⌘ = 10�3 for the net-
work parameters of the variational Gaussian conditional,
⌘ = 2 ·10�4 for its covariance (we also set ⌘ = 2 ·10�4 for
the network that parameterizes the covariance of the explicit
distribution), and ⌘ = 10�3 for the network parameters of
the generative model. We reduce the learning rate by a fac-
tor of 0.9 every 15,000 iterations.

Results. We estimate the marginal likelihood on the test
set using importance sampling,

log p(xn) ⇡ log
1

S

SX

s=1

p�(xn | z(s)
n )p(z

(s)
n )

1
M

PM
m=1 q✓(z

(s)
n | "(m)

n , xn)
,

z(s)
n ⇠ q✓(zn | xn), "(m)

n ⇠ q("),

where we set S = 1,000 and M = 10,000 samples.

Table 2 shows the estimated values of the test marginal like-
lihood for all methods and datasets. ���� provides bet-

Bayesian logistic regression

• Bayesian logistic regression on two datasets
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Proof for the Entropy Component

• Goal: Prove that

∇z log qθ(z) = Eqθ(ε | z) [∇z log qθ(z |ε)]
• Start with log-derivative identity,

∇z log qθ(z) =
1

qθ(z)
∇zqθ(z)

• Apply the definition of qθ(z) through a mixture,

∇z log qθ(z) =
1

qθ(z)

∫
∇zqθ(z |ε)q(ε)dε

• Apply the log-derivative identity on qθ(z |ε),

∇z log qθ(z) =
1

qθ(z)

∫
qθ(z |ε)q(ε)∇z log qθ(z |ε)dε.

• Apply Bayes’ theorem
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